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1 Introduction

This paper describes the results of our (VisTrails) participation in the Second Provenance Challenge [1].
Its purpose is to compare provenance models used by scientific workflow systems and to identify general
concepts that can help enable interoperability between these systems. Our contribution is a new, general
API for querying provenance models used by different scientific workflow systems. We hope to understand
how we can answer provenance queries over different models, by identifying both common, missing and
extraneous concepts.

Our method consists of using wrappers to translates the queries between a common data model and the
source data. This method is beneficial as the amount of data can sometimes be very large which makes
wrappers more suitable compared to converting large amounts of data. We first define a high-level general
model that captures the basic concepts of workflows and its executions. The model must contain some basic
concepts to make it possible to express queries in different models. Secondly, we define API functions for the
wrappers that use this model. Thirdly, we implement the wrappers to show that the data model is valid and it
is possible to construct the queries using our model.

2 Description of selected data models

To define our API we have used three different data models, VisTrails, MyGrid and Southampton. They
were selected in the context of the VisTrails workflow management system. Together they cover most of the
interesting concepts for developing a general provenance query API.

VisTrails, a scientific workflow management system developed at the University of Utah. It stores ex-
ecution information about workflows and modules in an execution log. These are used with the workflow
definition to track provenance.

MyGrid, Using the Taverna workbench, stores module executions as well as data items and data derivation.
Southampton, with the PASOA project (Provenance Aware Service Oriented Architecture) is based on

Web Services where each service logs executions and messages.

3 Scientific Workflow Provenance Data Model (SWPDM)

The SWPDM aims to capture entities and relationships that are relevant to both the definition and execution
of workflows. The goal is to define a general model that is able to represent provenance information obtained
by different workflow systems. Section 3.1 will explain concepts considered when creating this model. Then
we will explain the model itself and in the next chapter how it is used.

3.1 Concepts

Here we discuss concepts that have been important in creating our provenance model.
Workflow represents a definition of a process that contains connected modules.
Run represents a run of a workflow. It contains the module executions which help to group them together.
Data items represents the data that flows through the workflow. This could be a local file, a file on the

net with a url, or some internal representation of the file in the workflow system. They can be passed either
directly or indirectly by the workflow system. Direct means that the data items themselves are passed between
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the modules. Indirect means that file names/references are passed between the modules, this can make them
invisible to the workflow system. If data items are recorded in the execution log, they should be accessible
through provenance queries. Data items that are recorded as inputs/outputs in the workflow definition repre-
sents data that have not yet been used and may have to be detected in other ways, e.g. by using a standard
FileLoader/Sink module and reading its associated annotation value.

Procedure represents the procedure that the model is to execute. A procedure is defined as transforming
inputs into outputs. It could be a local program, a web service, a sub-workflow or some other kind of pro-
cessing entity. They are sometimes non-deterministic since they may access the outside world through local
files or network connections. This behavior restricts the provenance we have access to by hiding some of the
dependencies of the procedures.

Module represents an instance of a procedure in the workflow. This abstraction is needed because a pro-
cedure can be repeated in a workflow.

Executions represents the executions of the modules. They are used to store the time of execution and
helps connect data items with the correct modules. They can also contain execution annotations for recording
additional execution results.

Ports represents a way of connecting modules. There can be other ways to specify how data should be
passed between modules. If the data items are of the same type and order does not matter you don’t really
need ports. And if the data type is known you may know how to use it. But ports are the general way of
specifying how to connect modules. It might be possible to annotate ports with semantic information about
data type and usage but that is only useful in the process of workflow construction, not for provenance queries.

Annotations are additional information in the form of key-value pair strings. They can be associated
with any type of entity. Attributes are the information contained in the entities. They can be execution times,
hardware/software information, workflow creators, descriptions, entity names etc. All the attributes of entities
are modeled as annotations. This makes it possible to support any number of attributes. But the concept of
annotations becomes unclear and it might be good to have a separate entity type for attributes. The problem
is that some attributes like description might be hard to classify as either attribute or annotation.

Subworkflows represents modules in the workflow that themselves are workflows. They represents a
simplified abstraction of a workflow where part of the workflow is hidden from the rest. In a provenance
query you need to determine if a subworkflow is in scope of the result. Some subworkflows can be of interest
to the user while others can be ignored. In our implementation we make the assumption that we want to trace
down to maximum depth. In reality there should be some way to flag subworkflows as trivial/nontrivial. This
is however, is not part of our model.

Cyclic workflows are workflows with cyclic dependencies that use conditions to select different execution
paths. Their execution do not have a direct mapping to a workflow definition since a module can be called
more than one time. But they can be handled by the execution log, which could create the correct provenance
by tracing execution paths. But the connections in the workflow could not be used to trace provenance since
they can be cyclic. We make, however, no attempt to model this.

3.2 Model overview

The SWPDM (as shown in Figure 1) models workflows and its executions and is used to answer provenance
queries. The model is based on a graph that tries to model workflow concepts as vertices with their rela-
tionships as edges. It captures most of the concepts discussed above as well as the relationships between
them.

Since the data in the model is mostly stored in separate files we maintain a view over the graph from Proce-
dure, Workflow and Execution viewpoints. The procedure definitions are descriptions of procedures and what
inputs and outputs they have. The workflow definition is a description of a simple workflow that contains
modules and connections between them through ports. It may also contain the evolution of the workflow
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Figure 1: Overview of the Scientific Workflow model.

(a) VisTrails (b) MyGrid (c) Southampton

Figure 2: Comparison of the studied data models.

through a parent relation as used by VisTrails. The execution log contains information about workflow exe-
cutions. It contains information about the modules that were executed and possibly the data items that were
created.

Besides the ones discussed above, we have added a few concepts in our model. Run represents a group
of executions corresponding to the run of a workflow. We have extended the port concept into input/output
ports. We also separate ports in the workflow and ports for a procedure, because they are usually defined
separately. Input/Output represents an input/output port of a procedure. OutPort/inPort represents ports in
the workflow definition that has been connected. They are used to model connections between modules and
also to maintain port information for data items.

3.3 Comparison with the studied data models

Our model is based on the study of the three models introduced above. They each cover only part of our model
as seen in Figure 2. For MyGrid, only the execution log has been studied since that was the only available file
for the challenge, but links to workflow/modules/ports exist so the workflow can be inferred from the log. The
workflow definition is not included in the challenge, but could be used to cover more of the model. VisTrails
on the other hand only stores the executions in the log and is dependent on the workflow definition to trace
provenance, but does not record data items. For Southampton, like MyGrid we do not have access to the
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workflow definition. And they do not have a clear definition of ports. This was however not an issue for the
provenance queries. We assume that if a port cannot be found all inputs are equal. Southampton uses inputs
as arguments to a command line program so in this case we know that the inputs are equal.

4 Querying the model

Our model is instantiated as a query API that operates on the concepts in the model. Vertices are modeled as
objects and edges as operations on these objects. There also exists operations that can traverse more than one
edge. They are used to model common provenance query expressions.

4.1 API functions

The relations among the model entities are shown in the diagram above. Few of the current provenance models
capture all of this information. For example, some do not log data products, and some do not have access to
the workflow definition. Thus, in designing API bindings for the different systems, the goal is to extract (and
map) as much information as possible from each source.

The API functions based on this graph model is on the form getBFromA which means you traverse
the graph from A to B. E.g. getExecutionFromModule means traverse the graph from a module to its
executions or, given a module, return the executions of it.

There are also additional functions that are used a lot in provenance queries. E.g. getParentDataItem
returns the data items used to create this one. Such parent/child functions also exists for modules and execu-
tions. The model is not normalized and may contain redundant functions, this is useful when some concept in
the underlying model is missing and some functions cannot be used. E.g. you can use getParentExecution
instead of combining getExecutionFromOutData and getInDataFromExecution. If data items were
not recorded then getParentExecution might use the workflow definition to find the previous execution.

As shown by the provenance challenge, many of the questions requires a transitive closure. These transitive
queries is a result of transitively traversing the provenance tree. This means operators for transitive closure
needs to be part of the API. There are two directions, upstream means tracing the provenance of an entity back
in time and downstream means tracing the provenance of an entity forward in time. These type of queries can
be expensive to perform.

The transitive functions are represented as y = upstream(x) where x is an entity and y is all its de-
pendencies. There is also the corresponding downstream function. There can be restrictions on the query,
a depth restriction specifies the maximum depth to explore, a scope restriction specifies which entities are
out of scope and should not be traversed. In the provenance challenge, scope restrictions are neccesary for
answering some queries e.g. discarding everything before softmean. If the ’stages’ in the challenge are inter-
preted as meaning depth you can use a depth restriction. With these restrictions we get a function on the form
y = upstream(x, depth, scope).

There are also a few general functions, GetAll returns all entities of a specific type. GetAllAnnotated
returns the entities containing a specific annotation. GetAnnotation returns all annotations of an entity.

4.2 Basic queries

To construct a query, you first need to find a handle for the entity you are interested in e.g. handle for a port
p = pqf.getNode(pOutputPort,′ portid′, store1.ns). This function requires specifying the type, location
and id of the entity. Once you have the handle you can call its methods to traverse the provenance graph. E.g.
get all data items created from port p: d = p.getDataItemFromOutPort().
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Some of the provenance queries cannot be answered the same way for different sources. This is a problem
with how data items are represented and located. Take the first provenance challenge question, ”Find the pro-
cess that led to Atlas X Graphic”. In visTrails the image is identified by ’atlas-x.gif’ that is specified as a string
in a FileSink module in the workflow definition. MyGrid is using the port name ’convert1 out AtlasXGraphic’
since data items are handled internally and never saved to disk. Southampton uses the parameter ’atlas-x.gif’
that is passed between the convert and challenge actors. This means that the starting handle obtained are
of different types. In VisTrails it is a parameter to a module, in MyGrid it is an Output port, in Southampton
it is a data item. So once you have the handle you need to use different methods to be able to generate the
upstream. For Vistrails you find the FileSink module that contains the file name, then find the executions of
that module and then getting the upstream of those executions. For MyGrid you get the executions associated
with the output port and run the upstream. For Southampton you get the executions that created the data item
and run the upstream. This is a problem with the definition of dataitem, whether it is a used data item in the
log or a file defined in the workflow definition. And in MyGrid the data item itself is not searchable.

4.3 Complex queries

Complex queries are queries that contains joins and cannot be expressed by simply traversing the graph.
Query 6, i.e. ”Find all output averaged images of softmean (average) procedures, where the warped images
taken as input were align warped using a twelfth order nonlinear 1365 parameter model.”, is a complex query
in the sense that it requires joins. It is not sufficient to traverse the provenance graph, the restrictions of the
entities need to be joined to produce the correct result. E.g. to find the correct align warp execution you need
to first find the executions that are align warp and then the executions that have a specific annotation. Then
these two restrictions need to be joined to find the correct executions. This requires queries in several steps
and suggest using a higher level query language capable of expressing them.

On top of our API we plan on implementing a high level query language which will be capable of expressing
these kind of complex queries. We will here describe in pseudo-code how our high-level query language could
be used to answer query 6 (described above).
data: aw.type = ’execution’ and aw.procedure = ’align warp’ and
aw.annotation(’argument’) = ’-m 12’ and sm in upstream(aw) and
sm.procedure = ’softmean’ and data = sm.outData
Here, ”data:” means ”return ’data’ where...”. There are several implicit joins in this query together with a

transitive function. This notation expresses relationships between objects. It uses aw (being the execution of
align warp), sw (being the execution of softmean) and data that is the data items produced by sm. There
is also an annotation restriction on aw and an upstream restriction stating that sm is in the upstream of aw.
This is only pseudo code and the language is yet to be created.

5 Implementation

5.1 Overview

The implementation is done in python. Currently the API has been partially implemented for XML using
XPath and RDF using SPARQL. Figure 3 shows the implementation layers from the model (top) to the data
files (bottom). It is basically a wrapper model where PQObject represents the data model, PQueryFactory the
mediator,and the blue layers are generalized wrappers that are instantiated at the wrapper layer in the bottom.

PQObject represents an entity in our model. It can call methods in PQueryFactory to traverse the model as
a graph. PQueryFactory contains the wrappers and forwards queries to the correct wrapper by checking the
entity namespace.
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Figure 3: The Implementation Layers
All wrappers inherits from Pwrap. It contains functions implementing bridging between sources (e.g. data

item x in source A is dependent on datay in source B, or execution x in source A received a data item from
execution y in source B ). It also provides default up-/downstream functions with source bridging support.

There are currently 2 types of wrappers: XMLwrap implements loading of an XML data file and provides
access through XPath. RDFwrap implements access to an RDF server using SPARQL. Other data types i.e.
relational DB can be implemented in a similar way.

VisTrails and Southampton has been implemented using XMLwrap and MyGrid using RDFwrap. The
MyGrid data is in XML/RDF which makes it possible to process it using both XPath and SPARQL. We have
chosen to use SPARQL because it is native to the data format and we wanted to have another type of of
wrappers.

5.2 Transitive closure

Neither XPath nor SPARQL supports transitive closure natively. This could be solved by using recursive func-
tions in XQuery or inference in the RDF layer for SPARQL. Even if it is implemented it is still a performance
issue since this operation is expensive. We are currently using two other methods to solve this problem. Either
we manually write a function for recursively traversing the graph, or we extract the transitive relations and
put them into a graph structure that is optimized for transitive closure queries. We have implemented this
graph structure as DAG using linked lists. During initialization the transitive relations are loaded from the
data store. All upstream/downstram queries will then be directed to that structure for faster execution. This
method speeds up execution but is not scalable for large data stores.

5.3 Entity resolution

Splitting the workflow into three parts envokes many problems related to entity resolution. One problem is
how the workflow should be splitted. The first one is to simply split the execution log. This can be tricky and
create inconsistencies since you have to make sure that the split is done in the right place and you may have
to duplicate information in the different parts. The second one is to create three separate workflows, which
means the connection between them is represented by the data items they exchange. But if each run creates a
file with the same name you would need to use file versioning to correctly track the provenance.

When using data models from different teams as in the challenge, there may be no tracable connection.
Then a connection need to be manually constructed. In our implementation we specify e.g. if an execution in
one source has received a data item from an execution in another source. The upstream is then able to check
for these type of links and traverse them correctly. In reality these connections could be created automatically
by the workflow system by keeping information about from where data items were taken.

Another way would be to have common identifiers for provenance entities. One type of identifier is LSID:s
[2] as used in the MyGrid data model. Then you would not need to specify the source of your data items since
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the LSID could be used to query all sources. But specifying the source may be preferred because without the
source location of an entity you need to query all possible sources.

6 Conclusions/Future work

We have successfully indentified the model entities in the data sources that is part of our model. We have also
been able to build wrappers and query them. There has however been many design issues.

The API is low-level and it is not straightforward for users to construct complex queries. The idea is to use
a syntax similar to the one we (VisTrails) used in the first provenance challenge on top of our API to build an
expressive query language that is easy to use.

Sometimes parts of the model are missing in the underlying data, e.g. a data model not logging data items.
The user may need to know this since asking queries about data items would then return zero results making
the user believe that no data items have been produced. There may be several ways to construct a query and
some of them may not be valid depending on the underlying data. The user need to know this to construct
the query so that it is possible to execute it on the underlying data. E.g. if user are trying to construct the
upstream using data⇒execution⇒data links when data items are not recorded. The correct way would then
be to access the connections in the workflow definition. This is remedied using a getParentDataItem type
of function which will always implement the correct method.

In the general case, tracking provenance through different systems is a data integration problem. But by
defining a common model (SWPDM) on a restricted domain (Scientific Workflow) the difficulty is reduced
to efficiency and entity resolution problems. We believe that it should be possible for the Scientific workflow
community to support a model similar to the SWPDM to enable provenance to be tracked through their
systems. We have showed that an API for querying this model can be built and its compatibility with three of
the current systems.
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